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ABSTRACT

We consider a cloud system that has to save lots of files and has to use hundreds of computers. The existing
cloud storage designs are not scalable enough to support such a huge number of nodes. In this paper, we
propose a novel cloud storage system containing thousands of virtual file servers on hundreds of
computers.  We group these virtual servers into clusters. This system is perfectly scalable because the
system load is divided among the clusters. Our simulation experiments show that our cloud storage system
achieves smaller file read/write latency and traffic/processing overhead than the existing systems.
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1. INTRODUCTION

Cloud storage [1] is a model of networked online storage where data is stored in virtualized pools
of storage which are generally hosted by third parties. Hosting companies operate large data
centers, and people who require their data to be hosted buy or lease storage capacity from them.
The data center operators virtualize the resources according to the requirements of the customer
and expose them as storage pools, which the customers can themselves use to store files or data
objects. Physically, the resource may span across multiple servers.

Cloud storage services such as Amazon S3 [2], cloud storage products such as EMC Atmos [3],
and distributed storage research projects such as OceanStore [4] are all examples of object
storage.

In this paper, we propose a novel cloud storage system containing thousands of virtual file servers
on hundreds of computers.  We group these virtual servers into clusters. This system is perfectly
scalable because the system load is divided among the clusters. Our simulation experiments show
that our cloud storage system achieves smaller file read/write latency and traffic/processing
overhead than the existing systems.

The rest of this paper is organized as follows. We review related works in Section 2. We propose
our cloud system in Section 3. Section 4 contains our simulation results and Section 5 concludes
the paper.
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2. RELATED WORKS

In this section, we review related researches that focus on designing cloud systems.
In [5], authors design a scalable architecture called vStore that provides reliable virtual disks for
virtual machines (VM) in a Cloud environment. vStore uses the host’s limited local disks as a
block-level cache for the network attached storages.

One of the challenges of cloud storage system is difficult to balance the providing huge elastic
capacity of storage and investment of expensive cost for it. In order to solve this issue in the cloud
storage infrastructure, low cost PC cluster based storage server is configured in [6] to be activated
for large amount of data to provide cloud users.

BlueSky [7] is a network file system backed by cloud storage. BlueSky stores data persistently in
a cloud storage provider allowing users to take advantage of the reliability and large storage
capacity of cloud providers and avoid the need for dedicated server hardware.

Authors in [8] address the problem of building a secure cloud storage system which supports
dynamic users and data provenance.

Gecko [9] is a design for storage arrays where a single log structure is distributed across a chain
of drives, physically separating the tail of the log from its body. This design provides the benefits
of logging – fast, sequential writes for any number of contending applications – while eliminating
the disruptive effect of log cleaning activity on application I/O.

Authors in [10] present a power-lean storage system, where racks of servers, or even entire data
center shipping containers, can be powered down to save energy.

MetaStorage [11] is a federated Cloud storage system that can integrate diverse Cloud storage
providers. MetaStorage is a highly available and scalable distributed hash table that replicates
data on top of diverse storage services.

Authors in [12] present an architecture for a secure data repository service designed on top of a
public Cloud infrastructure to support multi-disciplinary scientific communities dealing with
personal and human subject data, motivated by the smart power grid domain.

ecStore [13] is an elastic cloud storage system that supports automated data partitioning and
replication, load balancing, efficient range query, and transactional access.

Cloudy [14] is a modular cloud storage system. Cloudy provides a highly flexible architecture for
distributed data storage and is designed to operate with multiple workloads.

3. CLOUD STORAGE DESIGN

In this section, we propose a cloud storage system. We call it CCS (Cluster-based Cloud Storage).

3.1. General Description

Figure 1 shows the general view of the CCS system. VMs are grouped into clusters. Each cluster
has a cluster controller that manages the cluster. There is one central controller in the system that
manages cluster controllers. To reduce the load on the central controller, we try to assign as many
tasks as possible to cluster controllers.
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Figure 1. Cloud system design

In the remaining part of this section, we describe the system’s behaviour under various conditions
assuming the clustered design depicted in Figure 1.

3.2. Clustering Algorithm

We put the VMs installed on the same computer in a cluster. We use the following metric to
cluster the VMs.

Clustering metric: Being on the same physical computer.

Clustering is done once we start the cloud system and once we add/remove a VM. The clustering
algorithm contains the following steps:

I. The system manager adds one physical computer as the central controller to the
system.

II. The system manager decides the number of clusters for the system.
III. The system manager adds one physical cluster controller computer for each cluster.
IV. The system manager configures the central controller to identify the cluster controllers

by IP address.
V. The central controller assigns a unique cluster id to each cluster controller.
VI. While there is a non-clustered VM vm1 in the system, do
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a. The central controller assigns vm1 to the cluster (called Cluster cid) with the least
number of VMs that satisfies the following condition.

i. There is no VM vm2 in Cluster cid such that vm1 and vm2 are on the
same physical computer.

VII. The central controller informs the cluster id (cid) to vm1.

3.3. Periodic Operations

The central controller distributes tasks among the cluster controllers itself. The central controller
keeps loads of the cluster controllers in a table. The central controller updates this table after
sending each request to a cluster controller. Load of a cluster controller equals summation of the
loads on the VMs in the cluster.
The cluster controller distributes tasks among the cluster VMs itself. The cluster controller keeps
loads of its VMs in a table. The cluster controller updates this table after sending each request to a
VM. Load of a VM equals number of the requests on the VM.

The central controller checks cluster controllers for failure periodically and before sending a
request to them. The cluster controller checks its VMs for failure periodically and before sending
a request to them.

3.4. File Write Request

When an Internet user requests to write a file, the cloud system follows these steps:

I. The central controller receives the request from the Internet.
II. The central controller sends the request to the cluster controller with the least load.
III. The cluster controller sends the request to the VM with the least load.
IV. The VM saves the file inside its disk.

3.5. File Read Request

When an Internet user requests to read a file, the cloud system follows these steps:

I. The central controller receives the request from the Internet.
II. The central controller sends the request to the cluster controller that contains the file in

its cluster.
III. The cluster controller sends the request to the VM that contains the file.
IV. The VM sends the file to the user.

3.6. VM Failure

If a VM fails, then
• The cluster controller will not write any more file in the VM.
• The cluster controller informs the system manager to repair the VM.

4. SIMULATION

We implemented CCS in the CloudSim [15] simulator. In this section, we evaluate the
performance and the overhead of CCS. To do this, we define the simulation scenario presented in
Table 1. In this scenario, we change number of VMs in different executions whereas the other
parameters are fixed to evaluate the scalability of CCS.
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We compare the following systems:

• CCS
• SCS: The Standard Cloud System with a central controller without clustering

4.1. Simulation Results

In SCS, the central controller has to handle all the tasks of requests. Thus, it takes long time to
process a read/write request. If we have a higher request rate, then their response latency goes
dramatically up. This shows SCS is not scalable and causes large read/write delays if we increase
the request rates.

Table 1. Simulation Parameters.

Parameter Value

Number of VMs (nv) From 100 to 12500

Number of computers 50

File Write Rate nv/100 requests per second

File Read Rate nv/100 requests per second

File Size 100 Kbytes

Number of Files (nf) 100 * nv

Simulation Duration 1 hour
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Figure 2. Average file read latency versus number of VMs
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Figure 3. Average file write latency versus number of VMs
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Figure 4. Load on the central controller versus number of VMs

In CCS, the tasks of requests are distributed among cluster controllers. Thus, the tasks assigned to
the central controller increases slowly. Using this technique, CCS is capable to increase its VMs
and clusters to handle more requests. This shows CCS is scalable and keeps small read/write
delays if we increase the request rates.

Figures 2 and 3 illustrate how much delay user requests experienced in our experiment. These
results show that CCS handles user requests averagely 182 percent faster than the standard cloud
system.

Figure 4 illustrates how much load the central controller experienced in our experiment. These
results show that CCS assigns averagely 507 percent less tasks to the central controller than the
standard cloud system.

5. CONCLUSIONS

In this paper, we propose a novel cloud storage system containing thousands of virtual file servers
on hundreds of computers.  We group these virtual servers into clusters. This system is perfectly
scalable because the system load is divided among the clusters. Our simulation experiments show
that our cloud storage system achieves smaller file read/write latency and traffic/processing
overhead than the existing systems.
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